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Graduated HITL Eval Ownership Model

A framework for building product judgment through human-in-the-loop evaluation

What this framework is for

Al has removed the friction that used to train product managers. Sitting with hundreds of support
tickets, puzzling through competitor decisions, writing specs from scratch: these tasks built the
judgment that experienced PMs rely on every day. Those tasks now take seconds. The problem
is not that newer PMs have worse tools. It is that the tools are capable enough to let someone
skip the work that teaches them when to trust the output and when to push back on it.

This framework gives senior PMs a structured approach for reintroducing that friction
deliberately, through human-in-the-loop evaluation work. It gives junior PMs a clear picture of
what is expected at each stage and what evidence demonstrates readiness to advance. It gives
organizational leaders a model for what skill-building in an Al-native product team actually
requires.

The core principle

Advancement through this model is evidence-based, not schedule-based. A junior PM moves to the
next stage when they have demonstrated judgment at the current stage, repeatedly and specifically.
Not when a week has passed. Not when it feels right. When there is a record.

What is a human-in-the-loop eval?

An eval is a structured process for reviewing Al-generated output against defined criteria and
deciding whether it meets the standard required to ship, use, or act on. Human-in-the-loop
(HITL) means a person, not another model, is making that judgment call.

A well-designed eval has four components:

» Defined criteria: a specific description of what a good output looks like, written before
evaluation begins, not invented after seeing the result.

» Areview process: a repeatable method for comparing output against the criteria, applied
consistently across evaluators.

» A decision record: documentation of what was approved, what was rejected, and why,
specific enough to inform the next prompt revision.



+ A feedback loop: a path from the decision record back into the model or process, so that
every correction makes future outputs more accurate rather than requiring repeated
manual intervention.

Evals are not one-time checkpoints. They are iterative. Every pass through the loop generates
signal that improves the next pass. That is the mechanism this framework is designed to teach.

The five stages of a human-in-the-loop eval

The stages below describe what happens at each point in the cycle and what each role is
responsible for.

sTAGE 1 Define
The senior PM sets the standard before anyone evaluates anything.

Before a junior PM touches the eval, the senior PM writes the evaluation criteria. The criteria is a
specific, testable, measurable definition of what a good output looks like for the use case, the
audience, and the current moment in the product's development. It should include examples of
outputs that pass, outputs that fail, and the specific attributes that distinguish them.

Senior PM: Writes the evaluation criteria. Defines what good looks like. Identifies the attributes of a
failing output and documents them explicitly. Sets the threshold for when a rejection triggers a prompt
revision versus a process change.

Junior PM: Observes how criteria are constructed. Asks questions about why specific attributes were
chosen. Does not evaluate output yet.

Progress gate: Criteria are written, specific, measurable, and reviewed together before evaluation begins.

sTAGE 2 Observe
The junior PM learns the judgment, not just the mechanics.

The junior PM joins the eval process as an active participant alongside the senior PM. Both
review the same outputs. The senior PM makes the calls, but the junior PM should question
each decision and why it was made. The goal is to surface the reasoning behind the judgment,
not just to watch someone work. The senior PM should narrate their thinking explicitly at this
stage.

Senior PM: Makes evaluation calls while narrating the reasoning behind each one. Responds to
questions with specific explanations, not general principles. Notes patterns in the junior PM's
questions to identify gaps in understanding.

Junior PM: Reviews every output and forms an independent opinion before the senior PM
announces the decision. Asks why after each call. Keeps a running log of decisions and the
reasoning given.

Progress gate: Junior PM can accurately predict the senior PM's decision on a new output before it is
announced, and can articulate the specific reason.




sTAGE 3 Evaluate
The junior PM makes independent calls and defends them with data.

The junior PM now makes evaluation calls independently. The senior PM reviews the decisions
after the fact, not before. For every approved output, the junior PM documents what criteria it
met and what they watched for that would have changed the call. For every rejected output, the
junior PM documents the specific attribute that failed and the exact change required in the
prompt or process.

Senior PM: Reviews decisions after they are made. Asks the junior PM to defend calls with specific
data, not instinct. Identifies decisions where the reasoning is incomplete and sends them back for
revision.

Junior PM: Makes independent evaluation calls. Writes a rationale for every decision referencing the
criteria. Does not rely on phrases like it felt off' or 'it seemed good enough.' The rationale must be
specific enough that someone else could apply the same logic.

Progress gate: Junior PM's rationale matches the criteria documentation consistently, with fewer than two
calls reversed per ten outputs reviewed by the senior PM.

sTAGE 4 Close the Loop
The junior PM proves that their changes moved quality.

The junior PM now owns the feedback loop. When output is rejected, the junior PM makes the
prompt revision, documents the hypothesis about why the change should improve quality, and
then evaluates the next batch to confirm whether quality moved in the expected direction. The
loop is not closed until the junior PM has documented the before-and-after comparison and
drawn a conclusion. This is the stage where strategic thinking develops: judgment to hypothesis
to measurable result.

Senior PM: Reviews closed loops for rigor. Asks whether the hypothesis was specific enough to be
falsifiable. Flags cases where the junior PM declared success without sufficient evidence.

Junior PM: Documents every rejected output with a specific hypothesis. Makes the prompt revision.
Evaluates the next batch and writes a before-and-after comparison. If quality did not move as
expected, documents why and proposes a revised hypothesis.

Progress gate: Junior PM has closed at least five loops with documented before-and-after comparisons,
and at least three of those loops show quality movement that aligns with the stated hypothesis.

STAGE 5 Own
The junior PM runs the eval without the senior PM in the room.

The junior PM owns the eval entirely. This includes maintaining the criteria documentation,
running the review process, closing feedback loops, and deciding when the criteria itself needs
to be updated because the product or the user need has shifted. The senior PM is available as a
resource but is not in the loop by default. Ownership means accountability: if the eval drifts or
fails to catch a meaningful quality problem, the junior PM is responsible for diagnosing what went
wrong.

Senior PM: Available as a resource. Not in the default review path. Conducts periodic audits of
closed loops to assess whether the eval is staying calibrated. Provides feedback when audits surface
drift.



Junior PM: Runs, defends, and updates the eval independently. Proactively flags when criteria need
revision. Maintains the decision record with enough rigor that the senior PM could reconstruct the
reasoning for any call without asking.

Progress gate: Junior PM has owned the eval through at least two full cycles, criteria have been updated
at least once with documented rationale, and the senior PM's audit surfaces no unclosed loops or
undocumented decisions.

The loop does not end at Stage 5

Stage 5 is not graduation. It is the point at which the junior PM is ready to begin the cycle again
with a new eval, a new problem, or a more complex use case. The model is designed to be run

repeatedly across different evaluation contexts. Each cycle builds on the judgment developed in
the previous one.

Organizations running this model will assign junior PMs to progressively more complex evals as
they advance. A PM who has completed the cycle on a straightforward summarization task is
ready to begin Stage 1 again on a more consequential use case, such as a customer-facing
recommendation, a prioritization agent, or a compliance-sensitive output. Complexity increases.
The structure stays the same.

What senior PMs need to do differently

This model only works if experienced practitioners maintain rigor throughout the eval process,
knowing this process will take more time than doing the eval themselves. That cost is real.

The cost of not doing it is harder to see. Skill gaps in junior PMs are invisible until they
compound. Nobody files a ticket that says the team has no judgment pipeline. The problem
surfaces five years later when there is no one to promote and no bench to draw from. By then
the window to build those skills has closed.

What senior PMs specifically need to do:

« Write criteria before evaluation begins, not after. Post-hoc criteria are not criteria. They
are rationalizations.

* Narrate reasoning out loud during Stage 2. The junior PM cannot learn judgment they
cannot see or question.

* Resist the urge to correct calls in real time during Stage 3. Let the junior PM make the
decision and then review it. Interrupting the decision before it is made teaches
dependence, not independence.

» Ask for evidence, not conclusions. '"Why did you approve that?' is a better question than
'Was that the right call?'

* Audit closed loops, not just outputs. The quality of the reasoning in the decision record is
a leading indicator of whether the junior PM is developing judgment or just processing
tasks.



What organizations need to support

This framework requires organizational commitment to be sustainable. The following conditions
need to be in place for it to work at the team level.

Condition What it means in practice

Time for both PMs Senior PMs running this model need time allocated to it, not on top of
full output expectations. If the only available time is stolen from other
work, the model collapses within weeks.

Recognition for teaching If the only recognized output is individual shipping velocity, senior PMs
have no incentive to slow down and teach. Performance frameworks
need to account for this kind of investment in team capability.

A place for decision The framework depends on documentation. Teams need a shared,

records accessible location for criteria, decision records, and closed loop
summaries. Without this, the record-keeping burden is too high to
sustain.

Patience with the gate Advancement is evidence-based. Pressure to move junior PMs

through stages faster than their record supports defeats the model's
purpose. Leaders need to back the gate when it is applied.

A note on why this matters

The path to developing strong product practitioners changed when Al removed the friction that
used to train them. The requirement to build those skills within a team did not change.
Organizations that treat Al adoption as a capability unlock without designing for the judgment
gap underneath will run out of the product leadership they need faster than they expect. This
model is one way to design for it deliberately.
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